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Face Detection

INTRODUCTION

In the recent past there is a growing interest in image content analysis, given a large number of applications like image retrieval in databases, face recognition or content-based image coding. The automatic detection of human faces in images with complex background is an important preliminary task for these applications.


A problem closely related to face detection is face recognition. One of the basic approaches in face recognition is the eigenspace decomposition. The image under consideration is projected into a low dimensional feature space that is spanned by the eigenvectors of a set of test faces. For the recognition task, the resulting coefficients (principal components) are compared to those of images in the database. Principal components analysis (PCA) can also be used for the localization of a face region. An image pattern is classified as a face if its distance to the face space is smaller than a certain threshold. However, experiments show that the background leads to a significant number of false classifications if the face region is relatively small.


For the detection of facial regions in color images, several techniques have been proposed so far, using texture, shape and color information, e.g. Sobottka and Pitas, Saber and Tekalp, Wang and Chang. Due to the fact that color is the most discriminating feature of a facial region, the first step of many face detection algorithms is a pixel-based color segmentation to detect skin-colored regions. The performance of such a hierarchical system is highly dependent on the results of this initial segmentation. The subsequent classification based on shape may fail if only parts of the face are detected or the face region is merged with skin colored background.


The latest techniques incorporate color information into a face detection scheme based on principal components analysis. Instead of performing a pixel-based color segmentation, a new image which indicates the probability of each image pixel belonging to a skin region (skin probability image) is created. Using the fact that the original luminance image and the probability image have similar grey-level distributions in facial regions, a principal components analysis to detect facial regions in the probability image is employed. The utilization of color information in a PCA framework results in a robust face detection even in the presence of complex and skin colored background.

MATHEMATICAL INTERPRETATION FOR FACE RECOGNITION
Face Recognition Tasks
Given a database consisting of a set, 
1. Face classification: The task is to identify the subject under the assumption that the subject is a member of [image: image1.png]


. 

2. Known/Unknown: The task is to decide if the subject is a member of [image: image2.png]


. 

3. Identity verification: The subject's identity is supplied by some other means and must be confirmed. This is equivalent to task 2 with N=1. 

4. Full recognition: The task is to determine whether or not the subject is a member of [image: image3.png]


, and if so to determine the subject's identity. 


When considering appearance-based approaches to these tasks it is helpful to know something of the topology of sets of face images in an image space. The set of all faces forms a small number of extended, connected regions [image: image4.png]



. Furthermore, a face undergoing transformations such as rotation, scaling and translation results in a connected but strongly non-convex subregion in the image space. Whilst these transformations might be approximately corrected using linear image-plane transformations, large rotations in depth, illumination changes and facial expressions cannot be so easily ``normalised''. Therefore, the set of images of a single face will form at least one and possibly several, highly non-convex, connected regions in image space. 
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Figure 4: Plotted in a hypothetical face space, [image: image5.png]


, are example  faces              from 3 different people. Suitable decision boundaries are shown for the four recognition tasks.

Figure 4 illustrates the four recognition tasks defined above in a hypothetical face space [image: image6.png]


, where [image: image7.png]


is assumed to contain all possible face images and to exclude all other images. Plotted in [image: image8.png]


are example faces for three different people[image: image9.png]



. Suitable decision boundaries for performing the recognition tasks are shown. The separability of face identities in [image: image10.png]


will depend upon the technique used to model [image: image11.png]


. However, it is likely that each identity will form strongly non-convex regions in this subspace. In the face classification task, all N classes can be modelled. In contrast, the other three tasks all suffer from the need to consider the class of unknown faces. Each task will now be discussed in greater detail. 

Face Classification


The face classification task is an N-class classification problem in which all N classes can be modelled. It can be tackled by collecting representative data for each of the N classes and applying one of many possible pattern classification techniques. The probability of misclassifying a face x is minimised by assigning it to the class [image: image12.png]


with the largest posterior probability [image: image13.png]


, where 
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p(x) is the unconditional density, [image: image15.png]


is the class-conditional density and [image: image16.png]


is the prior probability for class [image: image17.png]


. Since p(x) is the same for every class it need not be evaluated in order to maximise posterior probability [3]. Therefore, one approach to the classification task is to model the class-conditional probability densities, [image: image18.png]


, for each class. This approach is explored in this work. An alternative approach is to estimate discriminant functions using e.g. Linear Discriminant Analysis (LDA) [4]. 

Face Verification


Face verification can be treated as a 2-class classification problem. The two classes [image: image19.png]


and [image: image20.png]


correspond to the cases where the claimed identity is true and false respectively. In order to maximise the posterior probability, x should be assigned to [image: image21.png]


if and only if 

  [image: image22.png]



Density [image: image23.png]


represents the distribution of faces other than the claimed identity. This is difficult to model but a simple assumption is that it is constant over the relevant region of space, falling to zero elsewhere. In this case, Inequality (7) is equivalent to thresholding [image: image24.png]


. Perhaps a more accurate assumption is that the density [image: image25.png]


is smaller in regions of space where [image: image26.png]


is large. If [image: image27.png]


is chosen to be of the form [image: image28.png]


, where F is a monotonically decreasing function, then this assumption is also equivalent to thresholding [image: image29.png]


. In this case, the threshold takes the form [image: image30.png]


, where [image: image31.png]


. Since G is monotonic, [image: image32.png]


is unique[image: image33.png]



. Utilising only data from class [image: image34.png]


, it is therefore reasonable to perform verification by thresholding [image: image35.png]


. 


In order to achieve more accurate verification, negative data, i.e. data from class [image: image36.png]


, would need to be used in order to better estimate the decision boundaries. Only data which are ``close'' to [image: image37.png]


are relevant here. An iterative learning approach can be used in which incorrectly classified unknown faces are selected as negative data. Furthermore, the face images used to train the face detection network also provide a suitable source of negative examples for identity verification [8]. 

Known/Unknown


This task can also be treated as a 2-class classification problem. The two classes [image: image38.png]


and [image: image39.png]


correspond to the cases where the subject is and is not a member of the known group [image: image40.png]


, respectively. The methods discussed above for face verification can be similarly applied to this 2-class problem. 


A slightly different approach involves building an identity verifier for each person in [image: image41.png]


. The known/unknown task is performed by carrying out N identity verifications. If the numerator in the threshold of Inequality (7) is the same for all verifiers then they can be combined in a straightforward manner. 

Full Recognition


The full recognition task can be performed by combining N identity verifiers similarly to the second approach described above for known/unknown. 


The probabilities and formulaes described above are the basis for developing a Face Recognition Algorithm. But application of algorithms require the isolation of face from an image. There are many techniques developed for Face Detection. Some of these techniques are explained in the next section.

STEPS IN FACE RECOGNITION

Automatic human face recognition, a technique which can locate and identify human faces automatically in an image and determine "who is who" from a database, are gaining more and more attentions in the area of computer vision and pattern recognition over the last two decades. There are several important steps involved in this problem: detection, representation and identification. Based on different representations, various approaches can be grouped into feature-based and image-based. Feature-based approaches, especially those relying on geometrical features, represent the face as a multi-dimensional feature vector and determine the identification by the Euclidean distance between different feature vectors. Image-based approaches rely on the entire image, instead of some features. In its simplest form, the face is represented as a 2D array of intensity values. The feature-based approach has the advantage over the image-based approach that it requires less data input but suffers from the incompleteness of features and difficulty of automatic feature detection. By carefully choosing the region of interest (ROI) and possibly appropriate transformations, the image-based approaches can give more reliable results than the feature-based approach.

In the simplest version of image-based approaches, faces are represented as a 2D array of intensity values and recognition is normally based on direct correlation comparisons between the input face and all other faces in the database. The image with the highest correlation is chose as the best match (a perfect match gives a value of 1.0). This approach obtains satisfying results only when conditions are ideal (with equal illumination, scale and pose, etc.). However ideal conditions are not always present in most cases. In order to make this method more feasible, face images should be registered first. In addition, conducting correlation in the whole image scale is easy to be interfered by the background and is too time-consuming. Therefore using smaller special region of interests (ROI), which is referred to as templates, are a better alternative option. More complicated methods include the elastic template technique, principal component analysis method using eigenfaces and the neural network approach. But most of these recognition systems have a similar disadvantage that they can not work effectively under varying pose. 


The strategy adopted most system is based on gray level images. To overcome all the drawbacks mentioned above we also incorporate landmark-based affine registration algorithm to normalize image scales and orientations. To make the system work under varying head poses, we create a database with multi-view faces. Therefore, there are four major components in our face recognition system: modeling, feature detection, normalization and identification. 

Multi-View Face Modeling


To recognize human faces under varying pose, 3D face modeling seems to be necessary and it actually has been used extensively in model-based  compressing and encoding systems for face images. Although accurate, 3D modeling may not meet the needs of face recognition. According to human visual mechanism, when a person identifies a face, he doesn't need an accurate 3D model at all. In fact a single view image or even a partially occluded face is enough for this job. Therefore, establishing 2D recognition model directly from view images is a more efficient strategy. In our system, we model faces based on a set of multi-view templates which quantize the viewed half-sphere of human into a series of 15 view points (up/down: ±20°and 0°, left/right : ±30°, ±15°and 0°) as shown in Fig.1, then extract four facial feature areas (full face, eyes, nose and mouth) from each of these views as the templates as shown in Fig. 2. Thus we construct 15 groups of face templates for one person.
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Fig. 1
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Fig. 2

Feature Detection


For face images with varying poses and scales, we need to detect three landmark points, which are the two eyes and one mouth corner, to be used in the affine registration step

1. Thresholding

The first step is to threshold the source image so that the hair and eyes can be separated from the cheeks. Though the general-purpose thresholding problem is not a simple one, it is much easier under the assumption that the facial image should be thresholded well enough so that the hair and eyes can be distinctly separated from the cheeks. In this case, the typical histogram of a face image looks like (b) in Fig.3. It has two apparent peaks corresponding to the darker parts (hair, eyes, brow, mouth, etc.) and the lighter parts (cheeks, forehead, etc.) on the face respectively. Moreover, because the background is usually lighter than the darker parts of the face, the first peak can be assumed to correspond to the darker parts. Thus, we only have to find the first two peaks and choose an intensity level between them as the threshold. Since there are multiple alternatives for the threshold, the thresholding procedure is quite robust. The result image is an array of 0s and 1s standing for the darker and the lighter pixels respectively.
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	(a) Source Image
	(b) Histogram
	(c) Binarized Image


Fig. 3
2. Locating the eyes

An eye is represented by its iris which is in turn characterized by a circle. The radius range [Rmin, Rmax] is estimated according to the assumption on face size. We first detect all valid circles by performing the traditional Hough Transform on B(x, y). An edge point (x, y) votes for the circle Ci if 
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where Ri[image: image48.png]


[Rmin, Rmax], (Ai, Bi) and Ri are the center and the radius of the circle Ci respectively, and [image: image49.png]


=0.2Ri the safety margin.
The score of a potential circle is defined by the equation [image: image50.png]


, where Ni is the number of votes for the circle Ci. After all the potential circles are obtained, they are scanned in the descent order of scores. The first 20 circles holding some geometrical conditions (the iris should be dark enough, the eyes are above the cheeks and the eyes are under the forehead). We define a benefit function based on some geometrical constraints and the locations of the irises are determined by maximizing the benefit function. 
3. Locating the mouth

First, the mouth region can be roughly found from the eyes positions according to the anthropometrical measurements. As shown in Fig. 4, suppose the two irises to be Cl and Cr, then the mouth is likely to be within the parallelogram ABCD. Then we use the integral projection to locate the mouth corners. In our case, the horizontal integral projection of in ABCD is defined as H(y) and the vertical integral projection is defined as V(x). 

[image: image51.png]



[image: image57.wmf] 


Fig. 4

Normalization

1. Registration


Registration is conducted by using affine transformation. The main goal is to normalize the face image with geometrical variance (pose, scaling, rotation) to a model view image. Thus we can obtain a approximate 2D view interpolation. The affine transformation is carried out using three landmark points in both the test image and the model image.
2. Illumination normalization
Because correlation is sensitive to illumination, the images must be preprocessed to get rid of the confounding effect. In general, the gradients of uniform illumination can be regarded as the low-frequency component of a image, then some kind of proper filtering process should be able to eliminate this effect. In our system, several different transformations are tested to explore the effect with respect to template-matching, which include Gauss low-pass filtering, Sobel, LOG. We found that when in the day time, if the template and the test image are acquired at the same condition, correlation computed with gray intensity images gives the best result; but if the illumination is not the same, computing with the gradient is the best. In practice, we select the Sobel transformation, owing to its easy implementation. 
Identification


After the geometrical and illumination normalization of the testing image, the next step is the identification. The strategy selected is based on template-matching. Let the size of the recognition template T is M×N，the size of searching area of S is L×K，and M<L，N<K. The correlation function is: 
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 When Corr(K,l) reaches the maximum the match is the best. In practice, we found that the four feature areas can be sorted by decreasing performance as follows: 1) nose; 2) eyes; 3) full-face; 4) mouth. By combining different templates, we found that using the nose, the eyes and the mouth template gives the best result, and it is also must faster than using all templates.
VARIOUS FACE DETECTION TECHNIQUES
Different approaches:


There are many ways to detect a face in a scene - easier and harder ones. Here is a list of the most common approaches in face detection: 

Finding faces in images with controlled background:


This is the easy way out. Use images with a plain monocolour background, or use them with a predefined static background - removing the background will always give you the face boundaries. The rest is easy going... 

Finding faces by color:


If you have access to color images, you might use the typical skin color to find face segments. The disadvantage: doesn't work with all kind of skin colors, and is not very robust under varying lighting conditions... 

Finding faces by motion:


If you are able to use real-time video, you can use the fact that a face is almost always moving in reality. Just calculate the moving area, and here you go. Disadvantages: What if there are other objects moving in the background? 

Using a mixture of the above:


Combining several good approaches normally yields an even better result. Here are some works on that: 

Apart from these, Neural Network is also used in Face Detection.

We will go detailed into some of these techniques.

FINDING FACES BY COLOR

A technique for automatically detecting human faces in digital color images is explained here. The system relies on a two step process which first detects regions which are likely to contain human skin in the color image and then extracts information from these regions which might indicate the location of a face in the image. The skin detection is performed using a skin filter, which relies on color and texture information. The face detection is performed on a grayscale image containing only the detected skin areas. A combination of threshholding and mathematical morphology are used to extract object features that would indicate the presence of a face. The face detection process works predictably and fairly reliably, as test results show. 

 I. Introduction


Several systems designed for the purpose of finding people or faces in images have already been proposed by numerous research groups. Some of these programs, such as the Rowley, Baluja, and Kanade system developed at Carnegie Mellon, rely on training of a neural network and computing distance measures between training sets to detect a face. The method explained here focuses on face detection in arbitrary color images. 


The process for detection of faces in this project was based on a two-step approach. First, the image is filtered so that only regions likely to contain human skin are marked. This filter was designed using basic mathematical and image processing functions in MATLAB and was based on the skin filter designed for the Berkeley-Iowa Naked People Finder. Modifications to the filter algorithm were made to offer subjective improvement to the output. The second stage involves taking the marked skin regions and removing the darkest and brightest regions from the map. The removed regions have been shown through empirical tests to correspond to those regions in faces which are usually the eyes and eyebrows, nostrils, and mouth. By performing several basic image analysis techniques, the regions with "holes" created by the threshholding can be considered likely to be faces. This second stage was a combination of Khoros visual programming and MATLAB functions. The entire system was entirely automated and require d no user intervention save for indicating the correct file names to be processed at each stage. While not implemented in this project, a more advanced program could implement a third step to discriminate between hole sizes and spatial relationships to make an even more robust detection system.

 

II. Skin Filter


The skin filter is based on the Fleck and Forsyth algorithm with some modifications.The filter can be developed in MATLAB. Several of the low level image processing functions are already built into the MATLAB environment.
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Original RGB image


The input color image should be in RGB format with color intensity values ranging from 0 to 255. Due to restrictions on speed and performance, images smaller than 250x250 in area are used. The RGB matrices are "zeroed" to supposedly prevent desaturation when the image is converted from RGB color space to IRgBy color space. The smallest intensity value greater than 10 pixels from any edge in any of the three color planes is set as the zero-response of the image. This value is subtracted fro m all three color planes.


The RGB image is transformed to log-opponent (IRgBy) values and from these values the texture amplitude, hue, and saturation are computed. The conversion from RGB to log-opponent is calculated according to a variation on the formula given by Fleck& amp;Forsyth:

 I= [L(R)+L(B)+L(G)]/3

Rg = L(R)-L(G)

By = L(B)-[L(G)+L(R)]/2

The L(x) operation is defined as L(x)=105*log10(x+1). The Rg and By matrices are then filtered with a windowing median filter of with sides of length 4*SCALE. The SCALE value is calculated as being the closest integer value to (height+width)/320. The median filtering is the rate limiting step throughout the skin detection process, and could be improved by implementing an approximation of a windowing median filter as suggested by Fleck’s multi-ring operator.


A texture amplitude map is used to find regions of low texture information. Skin in images tends to have very smooth texture and so one of the constraints on detecting skin regions is to select only those regions with little texture. The texture map is generated from the matrix I by the following steps:

 1. Median filter I with a window of length 8*SCALE on a side

2. Subtract the filtered image from the original I matrix
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3. Take the absolute value of the difference and median filter the result with a window of length 12*SCALE on a side.

Hue and saturation are used to select those regions whose color matches that of skin. The conversion from log opponent to hue is hue = (atan2(Rg,By)), where the resulting value is in degrees. The conversion from log opponent to saturatio n is saturation = sqrt(Rg2+By2). Using constraints on texture amplitude, hue, and saturation, regions of skin can be marked. 

     Texture Amplitude Map 
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               Hue Image                                                       Saturation Image


If a pixel falls into either of two ranges it is marked as being skin in a binary skin map array where 1 corresponds to the coordinates being a skin pixel in the original image and 0 corresponds to a non-skin pixel. The allowed ranges are either :

 (1) texture<4.5, 120<HUE<saturation<60<> 

(2) texture<4.5, 150<HUE<saturation<80<> 

 


The skin map array can be considered as a black and white binary image with skin regions (value 1) appearing as white. The binary skin map regions are expanded using a dilation operator and a disc structuring element. This helps to enlarge the skin map regions to include skin/background border pixels, regions near hair or other features, or desaturated areas. The dilation adds 8-connected pixels to the edges of objects. In this implementation, the dilation was performed recursively five times for best results. The expanded map regions are then checked against a lenient constraint on hue and saturation values, independent of texture. If a point marked in the skin map corresponds to a pixel with 110<=hue<=180 and 0<=saturation<=130, the value remains 1 in the map.


The skin filter is not perfect, either due to coding errors or improper constraints, because there is a tendency for highly saturated reds and yellows to be detected as skin. Often this causes problems in the face detection when a large red or yellow patterned object is present in the image. 

III. Face Detection From Skin Regions


The binary skin map and the original image together are used to detect faces in the image. The technique relies on threshholding the skin regions properly so that holes in face regions will appear at the eyebrows, eyes, mouth, or nose. Theoretically, all other regions of skin will have little or no features and no holes will be created except for at the desired facial features. This method seems to be an oversimplification of the problem, but with some additional constraints on hole sizes or spatial relationships, could prove to be a powerful, fast, and simple alternative to neural network processes.
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The first step is to ensure that the binary skin map is made up of solid regions (i.e. no holes). Closing holes in the skin map is important because later the program assumes that the only holes are those generated after the threshholding operation. A hole closing is performed on the skin map image with a 3x3 disc structuring element and then this image is multiplied by a grayscale conversion of the original image. The result is a grayscale intensity image showing only the parts of the image containing skin. 

 

Skin Map Multiplied by Grayscale Image
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To improve contrast, a histogram stretch is performed on the resulting grayscale image. This helps to make the dark and light regions fall into more predictable intensity ranges and compensates somewhat for effects of illumination in the ima ge. The image can now be threshholded to remove the darkest and lightest pixels. Experimentation showed that an acceptable threshold was to set all pixels with values between 95 and 240 equal to 1 and those pixels above and below the cutoff equal to 0. For most test images, this threshold work quite well. The binary image created by the threshold is then passed through a connected components labeling to generate a "positive" image showing distinct skin regions.

Positive Labeled Image


A negative image is next generated that will show only holes as objects. Hole closing of the binary image generated by the threshold operation is performed with a 4x4 disc structuring element. The result is subtracted from the original binary image and the difference shows only hole objects.


The negative hole image and the positive labeled image are then used together to find which objects in the image might be faces. First those holes in the negative image which are only 1 pixel in size are removed because these tend to represent anomalous holes.


An even better technique might be to remove all but the three largest hole objects from the negative image. The hole objects are expanded using a dilation and this binary image is then multiplied by the positive labeled image. The product is an image where only the pixels surrounding a hole are present. Because the positive image was labeled, the program can easily determine which objects have holes, and which do not. A simple function computes which integers appear in the hole adjacency image and then generates an output image containing the labeled connected components that have this value.
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  Face Objects


Because this process relies only on finding holes in threshholded objects, there is a greater chance of finding faces regardless of the perspective. A drawback is that there is also a greater risk of detecting non-face objects. The test results show very good performance when a face occupies a large portion of the image, and reasonable performance on those images depicting people as part of a larger scene. To make the program more robust, detected face objects could be rejected if they don’t occupy a significant area in the image. Another drawback of this process is that images in which people appear partially clothed tend will result in a very large skin map. The result is often a labeling of the entire head, arms, and torso as a single object. Thus the face finding is an overestimate of potential skin objects. 

FINDING FACE BY MOTION
Motion Detection 


To detect and analyse movement in a video sequence, we perform to following four steps: 

1. Frame differencing 

2. Thresholding 

3. Noise removal

4. Add up pixels on each line in the motion image


First we find the difference between the current frame in the video sequence and the previous. If the difference between the pixel values are greater than (colors used)/10, the movement has been significant and the pixel is set to black. If the change is less than this threshold, the pixel is set to white. This image (figure 1) now indicates if something has moved and and where the movement is located. 

	Figure 1: A typical motion image.
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In the thresholded image, there may be noise. To remove the noise, we scan the image with a  3 x 3 window and remove all black pixels which are isolated in a white area. If the center pixel of the 3 x 3 frame is black and less than three of the pixels in the frame are black, we remove the black center pixel because it is probably noise. Otherwise the pixel remains black. This way we detect only "large" moving objects. 


This motion image is used to add up how many black pixels there are on each line (figure 2). We use this image to find the upper moving object in the images. If there are three lines with movement greater than fifteen pixels below each other, we assume this is an object, not just single pixels with movement. By using the 

	Figure 2: Amount of pixels on each line in the motion image.
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 information about how much motion there is on each line, a point in the middle of the upper moving object is calculated. This is done by calculating the center of the object within a square of a fixed size 40 x 40 (pixels). The average width of the object is calculated and the center pixel is where this (average width)/2 cross the twentieth line from the top of the moving object. This procedure is repeated for frame sizes 60 x 60 and 80 x 80. 

Finding a face by blink detection


A human must periodically blink to keep his eyes moist. Blinking is involuntary and fast. Most people do not notice when the blink. However, detecting a blinking pattern in an image sequence is an easy and reliable means to detect the presence of a face. Blinking provides a space-time signal which is easily detected and unique to faces. The fact that both eyes blink together provides a rundandance which permits blinking to be discriminated from other motions in the scene. The fact that the eyes are symmetrically positioned with a fixed separation provides a means to normalize the size and orientation of the head. 


We can make a simple blink detector which works as follows: As each image is acquired, the previous image is subtracted. The resulting difference image generally contains a small boundary region around the outside of the head. If the eyes happened to be closed in one of the two images, there are also two small roundish regions over the eyes where the difference is significant. 


The difference image is thresholded, and a connected components algorithm is run on the thresholded image. A bounding box is computed for each connected components. A candidate for an eye must have a bounding box within a particular horizontal and vertical size. Two such candidates must be detected with a horizontal separation of a certain range of sizes, and little vertical difference in the vertical separation. When this configuration of two small bounding boxes is detected, a pair of blinking eyes is hypothesized. The position in the image is determined from the center of the line between the bounding boxes. The distance to the face is measured from the separation. This permits to determine the size of a window which is used to extract the face from the image. This simple technique has proven quite reliable for determining the position and size of faces.
MODEL BASED FACE TRACKING

It's happened to all of us. You've wound up in a hole-in-the-wall restaurant you already regret going into, and you're worried about creepy-crawlies. Then there! On the floor! A really big scary bug... Oh wait, it's just a piece of fuzz.

Model-based computer vision can use this story for computational inspiration. (No, we're not going to see bugs everywhere!) A computer system can use what it's expecting to see, to help determine what it does see. In particular, the use of a model which describes objects in a scene will make scene understanding easier. Of course, using a model in the wrong situation can produce the wrong interpretation. 

Now consider the problem of tracking the motion of an observed human face. We could use a general purpose object-tracker for this application (one which simply sees the face as a deforming surface), but this would be ignoring everything we know about faces, especially relating to their highly constrained appearance and motion. 

Face models and model-based estimation 


Instead, a model-based approach to this problem would use a model which describes the appearance, shape, and motion of faces to aid in estimation. This model has a number of parameters (basically, "knobs" of control), some of which describe the shape of the resulting face, and some describe its motion. 


In the picture below, the default model (top, center) can be made to look like specific individuals by changing shape parameters (the 4 faces on the right). The model can also display facial motions (the 4 faces on the left showing eyebrow frowns, raises, a smile, and an open mouth) by changing motion parameters. And of course, we can simultaneously change both shape and motion parameters (bottom, center). 
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A model of face shape and motion

Now, how can this model be detailed enough to represent any person making any expression? The answer is: it can't. But, it will be able to represent any of these faces to an acceptable degree of accuracy. The benefit of this simplifying assumption is that we can have a fairly small set of parameters (about 100) which describe a face. This results in a more efficient, and more robust system. 


Estimating parameters from images using a model lets us use new methods for processing (which are still related to their counterparts which do not use a model). For example, computing the motion of an object using optical flow (without a model) results in a field of arrows. However, when a model is used, a set of "parameter velocities" is extracted, instead. 

DIFFICULTIES IN FACE DETECTION

Face Detection and Face Recognition are very complicated procedures that are still in the developing stage. The main barriers in the path are the following :

1.  Changes in the Scene Illumination

Some problems are inevitably caused by large changes in the spectral composition of scene illumination. It has been found necessary to use at least two colour models, one for interior lighting and one for exterior natural daylight.


This adds to the complexity of the model. There are also additional settings required like changing the threshold value, etc. depending on the light condition which makes the model less robust and error prone.

2. A large number of techniques 


The availability of a large number of techniques for Face Detection, most of which are incomplete and theoretical only, makes it difficult for an enthusiast to select one method. He in turn ends up with his own technique which is entirely different from the rest of the methods, and thus adding to the heap. 

3. Change in the hardware


Image processing is very much hardware dependant and so the changes in hardware greatly affects the researches going in this field. The advent of a new and fast display processor or frame grabber (the hardware that captures the images from camera into the computer for processing) will tempt a researcher who is working on an older and thus slow hardware, to abandon his project and start anew with the latest one.

4. Marketability


Face Recognition software is not widely used as any other application software, and so there are very few companies that are interested in developing them. It is mostly being done by MIT and other universities as research work. Thus the marketability of the product is in jeopardy.


These are some of the problems that Face recognition or any Image Processing technique face.

APPLICATION

Computer recognition of specific objects in digital images has been put to use in manufacturing industries, intelligence and surveillance, and image database cataloging to name a few. Face Recognition is mainly used in the following fields:

1. In Airports and Tight security zones


Face recognition can be used at Airport to look for International criminals and fugitives. The Surveillance cameras fitted at airports can serve as the input to a face detection program that monitors the scene.

2.   Database Cataloging


When a large image database (of face) has to be made, it is easy to do using a face detection program that can differentiate people on the basis of sex, color, race etc. Thus it can be fully automated.

3.   Law enforcement and Intelligence


Face recognition is widely used in law enforcement and intelligence for finding a match between a person's photo and the photos of thousands of criminals in the database. The use of computer makes the matching process quick, thus  ensuring speedy justice and crime prevention.

4.   In Artificial Intelligence and Robotics


Face and object recognition is the heart and soul of current  AI projects and Robotics. A new  breed of Robot pets and toys that can interact with their human companion has been possible due to the giant leaps in the field of image processing and Face Recognition.

CONCLUSION

It is evident that Face Recognition is currently in its evolving stages. A lot of improvements both in hardware and software is required to bring this technology to the level where it can be used in conjunction with the human, out of the laboratories and constrained conditions. The last 10 years has seen a lot of improvements in this field and now, face recognition is beginning to find its own application in both the expected and sometimes unexpected places! The future of Face Recognition is very bright and it will lead us to a time when the Science fiction and movie characters like Terminators and Robocops will be a reality with the Face Recognition a standard feature.
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ABSTRACT


Designing a system for automatic image content recognition is a non-trivial task that has been studied for a variety of applications. Computer recognition of specific objects in digital images has been put to use in manufacturing industries, intelligence and surveillance, and image database cataloging to name a few.


This Report is an introduction to various techniques used in face detection. Face detection and Face Recognition are often used synonymously even when both are different. Face Detection deals with the process of detecting a face in an image while Face Recognition is often used in context with understanding or identifying a person through his face.


Thus both are different. Face Detection could be said as the first step towards Face Recognition.


In this manual, we will cover the basics of image processing- various processes like Thresholding, Noise reduction techniques as well as some standard techniques used for face detection in color and grayscale image. The hardware requirements for image capture are also described. 


Some methods rely on training of a neural network and computing distance measures between training sets to detect a face. Other software packages exist which can recognize facial features in pictures known to contain a human face somewhere in the image. Some methods rely on a combination of color and grayscale information in arbitrary color images.
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