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INTRODUCTION

Although the term "Embedded Linux" is only a couple of years old, Embedded Linux has already established itself as one of the most important technologies to enter the embedded computing market. Well established embedded software players have had to reposition their products -- and even, in some cases, their entire corporate strategies -- in order to adjust to the disruptive influence that has accompanied the onslaught of Embedded Linux.
Why embed Linux?

Intelligent dedicated systems and appliances used in interface, monitoring, communications, and control applications increasingly demand the services of a sophisticated, state-of-the-art operating system. Many such systems require advanced capabilities like: high resolution and user-friendly graphical user interfaces (GUIs); TCP/IP connectivity; substitution of reliable (and low power) flash memory solid state disk for conventional disk drives; support for 32-bit ultra-high-speed CPUs; the use of large memory arrays; and seemingly infinite capacity storage devices including CD-ROMs and hard disks. 


The power, reliability, flexibility, and scalability of Linux, combined with its support for a multitude of microprocessor architectures, hardware devices, graphics support, and communications protocols have established Linux as an increasingly popular software platform for a vast array of projects and products. Use of Linux spans the full spectrum of computing applications, from IBM's tiny Linux wrist watch, to hand-held devices (including PDAs and cell phones) and consumer entertainment systems, to Internet appliances, thin clients, firewalls, robotics, telephony infrastructure equipment, and even to cluster-based supercomputers.

Because Linux is openly and freely available in source form, many variations and configurations of Linux and its supporting software components have evolved to meet the diverse needs of the markets and applications to which Linux is being adapted. There are small-footprint versions and real-time enhanced versions. And despite the origins of Linux as a PC architecture operating system, there are now ports to numerous non-x86 CPUs, with and without memory management units, including PowerPC, ARM, MIPS, 68K, and even microcontrollers. 

Which Embedded Linux?


One of the most interesting qualities of embedded Linux, then, is the abundance of choice. Even within a given architecture, such as x86, MIPS, or PowerPC, there are likely to be a wide range of choices. So, how do you decide which distribution to use? That depends.


First, it's important to recognize that all Linux distributions are, more or less, variations on the same theme. That is, they tend to be collections of the same basic components, including the Linux kernel, libraries, drivers, command shells (command processors), GUI and windowing frameworks, and utilities.


In that case, what makes them different? The distinctions between distributions frequently centre around which of the many hundreds of Linux utilities are included, what modules or utilities (both open-source and proprietary) are added, what kernel patches and modifications are provided, and how the installation, configuration, maintenance, and upgrade process is managed. How easy is it, for example, to build a small-footprint Linux system that closely matches your application's unique requirements?


The following are the reasons why Linux is preferred over other operating systems in Embedded systems.  They include a whole list of solutions available in Linux implementations:

· Linux kernel implementations -- a wide range of shapes and sizes of Linux, including reduced footprint implementations, versions that do not require the presence of a memory management unit (MMU), and enhancements and add-ons to support the "hard", "firm", or "soft" real-time responsiveness of performance-sensitive applications such as streaming media, IP telephony, and robotics.

· Windowing and graphics environments -- modules, add-ons, drivers, and utilities to support the graphical display needs of embedded applications, including graphical user interface (GUI) toolkits, window managers, and browsers which vary in size, appearance, features, and capabilities.

· Drivers and utilities -- software support for the unique hardware, software, and functional requirements of Linux-based embedded applications including telephony equipment, multimedia devices, mobile computing, wireless capabilities, data acquisition and control, and more.

· Tools -- software that simplifies and automates the process of generating a Linux configuration that is tuned to a specific embedded system's requirements, assists the developer in debugging and tuning the system configuration, provides remote system maintenance and support, and more. 


Small foot-print Linux


For many embedded systems, the main challenge in embedding Linux is to minimize system resource requirements in order to fit within constraints such as RAM, solid state disk (SSD), processor speed, and power consumption. Embedded operation may require booting from (and fitting within) a DiskOnChip or CompactFlash SSD; or booting and running without a display and keyboard ("headless" operation); or loading the application from a remote device via an Ethernet LAN connection. 


There are many sources of ready-made small foot-print Linux. Included among these are a growing number of application-oriented Linux configurations and distributions that are tuned to specific applications. Some examples are routers, firewalls, internet/network appliances, network servers, gateways, etc. 


You may also opt to create your own flavour of embedded Linux, starting from a standard distribution and leaving out modules you don't need. Even so, you should consider jump-starting your efforts by beginning with someone else's working configuration, since the source code of their version will be available for that purpose. Best of all, this sort of building on the efforts of others in the Linux community is not only completely legal -- it's encouraged!

Real-time Linux


Many embedded systems require predictable and bounded responses to real-world events. Such "real-time" systems include factory automation, data acquisition and control systems, audio/video applications, and many other computerized products and devices. What's a "real-time system"? The commonly accepted definition of "real-time" performance is that real-world events must be responded to within a defined, predicable, and relatively short time interval.


Although Linux is not a real-time operating system (the Linux kernel does not provide the required event prioritization and pre-emption functions), there are currently several add-on options available that can bring real-time capabilities to Linux-based systems. The most common method is the dual-kernel approach. Using this approach, a general purpose (non-real-time) OS runs as a task under a real-time kernel. The general purpose OS provides functions such as disk read/write, LAN/communications, serial/parallel I/O, system initialization, memory management, etc., while the real-time kernel handles real-world event processing. You might think of this as a "have your cake and eat it too" strategy, because it can preserve the benefits of a popular general purpose OS, while adding the capabilities of a real-time OS. In the case of Linux, you can retain full compatibility with standard Linux, while adding real-time functions in a non-interfering manner. 


Of course, you could also dive in and modify Linux to convert it into a real-time operating system, since its source is openly available. But if you do this, you will be faced with the severe disadvantage of having a real-time Linux that can't keep pace, either features-wise or drivers-wise, with mainstream Linux. In short, your customized Linux won't benefit from the continual Linux evolutions that result from the pooled efforts of thousands of developers world-wide. 


In any case, how many applications really require real-time enhancements to Linux? Bear in mind that "real-time" is a relative, not absolute, expression. As mentioned, a real-time system must handle real-world tasks within acceptable -- and predictable -- time windows. Although CPUs run at ever increasing speeds, the world around them goes on at a constant speed. Therefore, real-time performance is becoming ever easier to achieve.


Back when the "traditional" RTOSes were first developed, embedded systems depended on 4- and 8-bit CPUs clocked at single-digit-megahertz speeds and running out of kilobytes of RAM. Now, with CPUs speeding up, and with memories measured in the hundreds of megabytes, "real-time" performance is becoming less of a concern. The greater concern, these days, has become speed-to-market and sophistication of functionality. Where execution efficiency was the watchword of the CPU-bound past, protocols are the key to the Internet-centric future. 
Soft real-time


There's a term to describe the use of ordinary OSes in real-world applications with acceptable results: "soft real-time" In many systems, you can ensure that the real-world constraints of your application can be achieved without resorting to using a specialized RTOS. However, this only tends to be practical when required response times are in the milliseconds -- not microseconds! Assuming that's the case, a minimally configured Linux, on a reasonably fast processor (486-133 or faster) without special real-time add-ons, may well suit your needs. If soft real-time sounds like what you need, you may want to check out a Linux add-on called Linux-SRT (SRT = soft real-time).


On the other hand, your system may indeed require microsecond-level response times. In that case, you can either dedicate an inexpensive microcontroller or DSP to handling the time-critical events, or you can use one of several available real-time Linux add-ons (e.g. RTLinux or RTAI).


Hard Real-Time vs. Soft Real-Time


There is some debate over what constitutes "real-time" operational requirements in any particular system or environment. There is a difference between the real-time requirements of the Mars Polar Lander control system and the real-time requirements of a vending machine. 


Strictly speaking, most devices that interact directly with humans are classified as "soft" real-time. There are, of course, exceptions to every rule. For example, a pilot's interaction with the controls of a jumbo jet are certainly "hard" real-time. But if a web page sometimes takes a few more seconds to load, the world will not come crashing to a halt and people will not be hurt. This is the realm of human-interactive embedded devices, and an example of an environment where Linux can be very effective.


Linux is not a real-time operating system, but in many applications, lack of real-time performance is not a deal breaker. Linux tends to be a better fit for devices that are considered 'not-so-deeply' embedded, or devices with relatively high levels of human interaction. Linux is also a robust and reliable player in networking applications.



The evolution of embedded computers


You don't have to go too many years back to recall a time when designing and building embedded systems was a relatively uncomplicated matter. Not that the process was easy -- there simply weren't many choices to make. Combine a few inputs and outputs with some time critical components and, voila, you had an embedded system.


As you can imagine, limitations in component choice resulted in functional limitations. Those components available to the design engineer dictated the types of designs the engineer could create, setting off a domino effect that limited overall system performance. Because they were the only kind available for embedded applications, most embedded systems were run with relatively simple 8-bit microcontrollers, the limitations of which forced designers to make significant functional tradeoffs. These limitations, in turn, restricted overall system function and performance. After all, with a slow microcontroller there's no point in adding fast memory. And with only 64KB of available memory, there's only so much the system can do.


Adding a second microcontroller to divide some of the processing load was one solution to the problem, but it was the real-time requirements that drove overall system design and functionality. Limited CPU resources, speed and memory kept multi-tasking to a minimum in order to prevent compromising real-time system response.


On many of these early systems, human interaction was limited to keypads or sensors, which were either polled or interrupt-driven in the system. Outputs were limited to LED indicators or simple serial character displays. These systems were not extremely interesting -- or powerful for that matter. These were the days of the 'deeply' embedded devices: relatively simple devices that did not require much human interaction or control. Turn them on and they went to work, sometimes for years at a time.


As more and more powerful CPUs became available to the embedded designer at lower and lower prices, more powerful systems with more features were able to be built, but there was always a sharp divide between what could be used on the traditional desktop computer and what could be run on a small, resource-limited, embedded device. 


Now, by combining powerful CPUs with much higher memory densities, this divide is blurring. But consumer demand for more powerful handheld computers, MP3 players with more memory, and two-way pagers with cooler interfaces demands a more complex, multi-tasking operating system that can juggle the load seamlessly, and allow interfacing from a human user just as if the user were a high priority interrupt.


This evolution defines a realm where Linux is the embedded operating system of choice.

The power of networking


Linux was made to run on a network, so for a networked embedded device, it is simply a matter of configuration to turn these modules on, and get the right drivers running to talk to the hardware. There are kernel configuration tools available to the developer, making this task relatively straight-forward. Some of these tools will be discussed later on.


Many of the required drivers have already been written and are available in the open source realm. Some vendors even supply entire development kits which not only contain all of the drivers, but already have the complete development environment integrated so that developers may start immediately with their software implementations.


The network stack is another big portion of the Linux equation. Linux is known for its strong networking performance and robustness. The Linux stack contains essentially the same interface found in Unix. The same socket calls can be made, and useful return and error codes are present. Running a Linux stack pretty much guarantees a compliant stack, and if bugs are found that cannot be resolved in the source by the developer, the community is usually quick to address them. Source availability can be added by the development team if a special networking function needs to be because they have the source code. This means a device can respond in an application-specific manner when prompted by the special initialization packet of the design.

Tailoring Linux to the embedded application


There are three tools in common use for configuring the kernel: make config, make xconfig, and make menuconfig. Each of these tools essentially do the same thing: configure the Linux kernel. Although many applications may be able to forego the process of configuring the kernel, every Linux development effort should, at a minimum, scan the contents of the kernel and classify each element as necessary or not.


Embedded systems must be concerned about overall memory footprint, and trimming the kernel is a great place to start. Only system-essential elements should be present in the kernel. If the embedded device does not have a SCSI interface, then SCSI support should be removed from the kernel. 


The first step in configuring the Linux kernel for your specific target is in understanding the directory system used on the Linux development platform. The following subdirectories will be present on most Linux development environments under the top-level directory . . . 

/arch -- This directory contains the code that is specific to the architecture. Each supported platform will have its own subdirectory like arch/i386, or arch/armnommu.

/drivers -- this area is further broken out into specific types of drivers, like block, char, cdrom, or scsi. There is a sub-directory for each major type. This is where you would add your own code needed for your specific target.

/fs -- this directory contains all of the support code for file systems like ext2, minix, or even msdos.

/include -- this directory contains all of the needed header files. It is further broken down into architecture specific sub directories, much like the arch directory.

/init -- this optional directory can contain the bootstrap code, which runs when the target is first powered on.

/kernel -- this contains the main kernel code including the scheduler.

/lib -- this contains the architecture specific library code.

/mm -- this directory contains the memory management code.

/mmnommu -- this is the version of the mm directory used for processors that do not contain an mmu, like 68K, or some arm processors. 

The kernel build process is not a straightforward process and can get complicated quickly. Since there are so many makefiles and subdirectories and code trees, it is probably easiest to keep the build process automated. Using a script to make sure the build process is done exactly the same way every time is recommended. A script can also make and check the dependencies so the developer can focus on other more interesting parts of the code. In the NetSilicon NET+Works 32-bit RISC product, ported to uCLinux, the kernel build process is automated in this way. The entire build for the kernel is contained in a single build.sh script file. This ensures that every time the build is done, it is done correctly and exactly the same way as before.

Drivers


Usually, it is easiest to find drivers that have already been written and then port them to your target. If the development team has purchased an integrated Linux development environment, such as the NET+Works uCLinux development kit from NetSilicon Inc., the development kit should contain full BSP and drivers for most all components in the hardware. This is the best place to start when doing the development. At a minimum, a provided package should include an Ethernet driver, a couple of different serial drivers, and drivers for whatever other hardware exists on the system.



The sources for these drivers is contained in the arch/drivers directory and are placed according to major grouping, whether they be char drivers, block drivers, or SCSI drivers. Driver code added to a project would most likely go into this directory structure and be added to the driver makefile that would then be built into the kernel using the build.sh script file which builds the entire kernel directory structure. 

Memory Requirements


All embedded microprocessor systems must go through the process of defining what the memory requirements of the system will be. Most importantly, how much ROM and RAM are needed in the system. For smaller systems with less functionality, less memory is usually required. It is perhaps one of the more difficult aspects of designing with Linux to determine minimum required memory, but has the single biggest impact on recurring product costs (being that Linux is royalty-free), so it is critical to the final design.


Some designs may be able to run with as little as 256KB of ROM and 512KB of RAM. Much tweaking and snipping will need to be done to develop such a system, and there would likely be little room left for the application or any graphics for web pages. This system would truly be somewhat limited and might not be a good fit for a Linux device. 


A more typical memory space is on the order of 2-4 MB of ROM, and 4-8MB of RAM. This system allows for a fully functional kernel with various drivers built in, and a shell program to allow remote users to log into the system. Such a system also becomes a more versatile development platform that can reduce the costs for follow on projects using the same platform.

Gazing into the embedded Linux crystal ball


Given the strong position of Microsoft Windows in the end user desktop/laptop market, it's not likely that the "average" desktop/laptop PC user will be running Linux any time soon. On the other hand, in embedded and real-time applications, where the OS is an underlying and hidden technology supporting appliance-like operation of a non-computer device, several key features of Linux are making it a growing preference among system developers: 

· Source is available and free

· There are no runtime royalties

· Linux supports a vast array of devices

· Linux is truly a global standard

· Linux is sophisticated, efficient, robust, reliable, modular, and highly configurable


Time will tell, but it certainly looks like Linux has already altered the embedded and real-time operating system landscape in a fundamental and irreversible way. The result? Developers now have greater control over their embedded OS; manufacturers are spared the costs and headaches of software royalties; and end users get more value.

Conclusion: Is Linux always best?



Linux is certainly rapidly growing in popularity as a software platform for embedded systems and devices. But is it really a good fit for all applications? 


The not-so simple answer to this question is a highly-qualified "no". For the most constrained of devices (with less than a couple of Mbytes of RAM or ROM), it may be larger and more complex than the system can afford. Or, for true "hard real-time" applications, it might not provide the predictability or blazingly fast response times required (although a number of available real-time enhancements and extensions can help a lot).


On the other hand, Linux is an excellent solution for embedded systems and devices that have more than the minimum of resources, are not strictly hard real-time, and have a need for networking or human interaction. Linux is also a great fit when there is a need to take advantage of its open source, royalty-free software model.
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ABSTRACT


As of late, the availability of commercial, off the shelf, embedded devices has grown dramatically.  It is now possible to walk into most consumer electronic stores, and purchase a handheld device capable of running a fully fledged operating system.

In the fray for capturing the embedded OS market share, Linux is the most promising.  Being a stable, flexible and affordable operating system, Linux has all the chances to establish itself as a standard in this new market segment.  This quality of Linux is the reason why it can be used in both a supercomputer as well as a pocket PC with the minimum of fuss.  


This seminar delves into the technical aspects of why Linux is touted as the future of embedded computing and its position in the handheld computing segment with respect to hardware and software compatibility.
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